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Abstract—Solid-state transformer (SST)-based power substa-
tions have emerged as a pivotal innovation for integrating dis-
tributed generation and energy storage systems within modern
grid. However, SSTs’ mixed-signal nature and network-dependent
control make them vulnerable to evolving cyber-physical threats,
which can disrupt real-time operations, especially as attack pat-
terns continuously evolve, making static, batch-trained anomaly
detection systems (ADSs) ineffective. To address this, this article
proposes a machine learning (ML)-based adaptive ADS (ML-A2D)
designed to detect control feedback noise interference attacks that
compromise the low-frequency closed-loop performance of SSTs.
The proposed framework employs a semisupervised online learn-
ing approach, enabling continuous adaptability to new anomalies
while maintaining fine-grained, real-time detection. The system
was evaluated in a realistic SST hardware testbed under practical
and varying attack scenarios, demonstrating robust performance
with detection accuracy exceeding 96 % . With an effective detection
time of (.07 ms and an overall latency of less than 200 ms within a
hierarchically controlled network of ac/ac converter modules, the
proposed ML-A2D offers a scalable and reliable solution to enhance
the resilience of SSTs in next-generation power systems.

Index Terms—Anomaly detection, cyber-physical attacks,
cybersecurity, machine learning (ML), noise interference, solid-
state transformers (SSTs).

I. INTRODUCTION

OLID-STATE transformers (SSTs) promise a breakthrough
S advancement in power substation technology, offering
modularity, adaptability, and enhanced functionalities such as
power factor (PF) correction, reactive power compensation, volt-
age regulation, active power flow control, fault current limiting,
harmonic filtering, galvanic isolation, and rapid fault protec-
tion [1]. These advanced features pave the way for solid-state
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power substations (SSPS), significantly enhancing the modern
grid’s efficiency and resilience. Unlike conventional (60 Hz)
low-frequency transformers, SSTs rely on precise, high-speed
control, and communication to meet spatio-temporal constraints.
These constraints stem from the need for distributed control
across multiple SST modules, with real-time data processing and
decision making to ensure synchronized operation [2]. However,
the sophisticated control and communication architecture of
SSTs makes them vulnerable to cyberattacks, where a breach in
one module can propagate across the entire system, leading to
widespread instability and performance degradation [3]. Extant
research [4], [5] has identified several cyberattack vectors that
threaten SST systems, such as, electromagnetic side-channel
noise intrusion (EM-SNI) and false data injection attacks, and
have examined their impacts on modular multilevel convert-
ers [6], [7]. These studies show that even distributed control
architectures remain vulnerable to feedback tampering and sig-
nal interference, which can disrupt SSTs’ subsecond opera-
tions, causing cascading failures. These risks underscore the
critical need for advanced anomaly detection systems (ADSs)
to ensure threat detection, mitigation, and system resilience,
aligning with the U.S. Department of Energy’s (DOE) vision
for next-generation SSPS to enhance recovery and restoration
capabilities [8]. In addition, efforts from the IEEE Standards
Association providing guidance on SST design and grid integra-
tion (IEEE SA-P3105) [9] emphasize secure communication,
real-time monitoring, and ADS to protect SST systems from
cyber threats.

Machine learning (ML)-based ADS [10] can strengthen SST
security by identifying subtle manipulations that are not usually
detected by rule-based methods, however, implementing these
within SST systems can be challenging due to the following:

1) Real-time constraints: SSTs operate on subsecond to mi-
crosecond time scales, requiring ultrafast anomaly detec-
tion without introducing latency.

2) Distributed architecture: Detecting anomalies across mul-
tiple SST modules can be complex due to decentralized
control.

3) Variable operations: Distinguishing legitimate and ma-
licious anomalies can be challenging due to the high
variability of SST operations and the presence of natural
disturbances such as switching transients.
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4) Resource constraints: SST controllers have limited com-
putational capacity, restricting the feasibility of highly
complex ML algorithms.

5) Adaptability to dynamic threats: Evolving attack strate-
gies require adaptive ADS solutions tailored for SST
systems.

In [16], we introduced an ML-based ADS to detect cyber-
physical attacks impacting the sub- and super-60 Hz perfor-
mance of SSTs. This approach followed traditional ML prac-
tices, where five time-series compatible models were trained
offline using a batch-training method with a static labeled dataset
under a supervised learning framework. Although supervised
ML typically achieves high detection accuracy for trained at-
tacks, their performance significantly deteriorates when faced
with previously unseen attacks. Unsupervised ML [21] can
detect unknown attacks but often suffers from lower accuracy
and increased false positive rates (FPRs), making both methods
inadequate for real-world deployment in dynamic SST environ-
ments. Moreover, given the emerging nature of SST technology,
traditional ML approaches face specific challenges.

1) Limited SST-specific datasets: Available datasets often
encompass a narrow range of attack scenarios, constrain-
ing ML models’ ability to generalize across diverse and
evolving attack patterns.

2) Dependence on labeled data: Supervised ML techniques
depend heavily on fully labeled datasets for training,
limiting their capability to effectively detect novel or
unforeseen anomalies.

3) Static batch training: Traditional ML models trained via
batch processing on fixed datasets lack mechanisms for in-
cremental updates, necessitating full retraining whenever
new attack patterns emerge.

4) Poor adaptability to concept drift: Existing models fail to
detect variations in data or attack patterns, highlighting its
inability to adapt to concept drift (change in the statistical
properties of incoming data) and limiting its effectiveness
in real-world scenarios.

The current work seeks to address the aforementioned criti-
cal challenges by presenting a novel solution that implements
an adaptive online learning-based ADS (ML-A2D) to enable
the detection of control feedback interferences on SSTs, even
in scenarios with evolving attack types. The novelty and key
contributions of this work are summarized as follows.

1) Generation of enhanced SST dataset: An SST-specific
dataset has been generated encompassing normal behav-
ior, transient conditions, and a wide range of realistic
attack scenarios, enabling more robust detection and better
generalization to evolving attack patterns.

2) Semisupervised learning with self-labeling: The proposed
ML-A2D employs a semisupervised approach with self-
adaptive labeling, effectively overcoming the limitations
of both supervised and unsupervised methods by reducing
the dependence on labeled data.

3) Adaptive online learning: Unlike conventional batch-
trained ML models, the proposed ML-A2D dynamically
learns from new data in real time, leveraging a novel online
learning framework, enabling the detection of evolving
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cyberattacks that compromise the power-stage perfor-
mance of SSTs.

4) Drift-resilient anomaly detection: Instead of periodic re-
training of ML models, the proposed method uses the
adaptive windowing technique to dynamically adjust the
retraining process for changing data distributions, thereby
identifying and mitigating concept drift.

5) Real-time implementation and evaluation: The proposed
framework is validated through a real-time SST hardware
testbed against realistic cyberattack scenarios and practi-
cal performance evaluation metrics, demonstrating supe-
rior anomaly detection performance compared to state-of-
the-art methods.

This rest of this article is organized as follows. Section II
reviews relevant related work. Section III presents the SST con-
trol architecture and cybersecurity risks. Section IV details the
proposed semisupervised online ML-A2D. Section V describes
the experimental setup and SST dataset. Section VI evaluates
the proposed ML-A2D using SST data streams and real-time
experiments. Finally, Section VII concludes this article.

II. RELATED WORK

Previous studies [1], [2], [3], [22] have primarily examined
the fundamentals, topology, and applications of SSTs in smart
grids, emphasizing their advantages in improving grid resilience.
Recent advancements in neural network-based approaches for
power electronics highlight the growing emphasis on intelligent,
adaptive control [23]. Studies in [4], [5], [6], [7], and [18]
have identified potential cybersecurity risks and their impacts
on SSTs. However, the detection and mitigation of cyber threats
targeting SSTs remain largely unexplored. ML-based algorithms
are widely employed for anomaly detection in smart grid appli-
cations [24]. These methods primarily focus on network protocol
security [25], often excluding critical physical parameters such
as voltage, current, and operational voltage line frequencies.
This limitation restricts their ability to detect attacks that target
the closed-loop modular performance of SSTs. In addition, the
use of hardware-based, SST-specific datasets for training ML
models remains scarce in the literature. Furthermore, most ML
methods rely on batch training [10], [16], [21], [26], where
models are trained on a static dataset in a single session. This
method allows for model optimization and evaluation before
deployment, however, its major limitation is that the trained
model remains static, requiring periodic retraining to incorporate
new data patterns.

To address these shortcomings, online (or incremental) learn-
ing [28] has emerged as a more adaptive approach, where
models learn from streaming data in real time. This method
enables models to train one sample at a time, allowing them to
continuously adapt to new data, detect concept drift, and improve
without requiring full retraining. As summarized in Table I,
although existing literature has explored online learning-based
ADS, these approaches face significant limitations in SST envi-
ronments, including a lack of real-time deployment, reliance
on labeled datasets, the absence of SST-specific anomalies,
inadequate adaptation to power system concept drift, and lack
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TABLE I
COMPARISON OF THE PROPOSED WORK WITH EXISTING LITERATURE IN ONLINE-LEARNING-BASED ANOMALY DETECTION

Method (Year) Dataset Training Method  Concept Drift Real-time Performance Applicable to SST
AAU (2022) [11] Data Stream Unsupervised v v =~ 79% Accuracy X
ADCIL (2023) [12] ImageNet Unsupervised X X =~ 76% Accuracy X
STRAEM++DD (2023) [13] MNIST Unsupervised v X =~ 90% Geometric Mean X
Thresholding IL (2023) [14] CT Dataset Supervised v X =~ 86% Accuracy X
SurpriseNET (2023) [15] MNIST Supervised X X =~ 82% Accuracy X
ML-ADS (2024) [16] SST Dataset Supervised X v ~ 76.9% Accuracy v
OMLog (2025) [17] HDEFES, BGL Semi-supervised v X =~ 93.7% F1-Scrore X
A-ADC (2025) [18] Data Stream Supervised v v ~ 95.7% F1-Scrore X
SC-STVAE (2025) [19] Data Stream Supervised v v =~ 91.1% FI1-Scrore X
IFDA-GPC (2025) [20] CICIDS-2017 Supervised v X =~ 93% Accuracy X
ML-A2D (Proposed) SST Data Stream  Semi-supervised v v ~ 96% Accuracy v
of integration with real-time control feedback. To address this second-scale
research gap, we propose the ML-A2D framework, specifically power measurement [ _ferfiary controller |-~
tailored for SST systems. ML-A2D adopts a novel semisuper- D et gl g® Bt g
ViSCd learning Stratng’ aHOWing lt to effectively learn from :E;::&;ﬁrésﬁ](‘jnclmltjrl]ﬁtanon) communication;
limited labeled data while autonomously generating pseudola- milisecond-scale
bels for new, unseen instances. This enables continual model
refinement in nonstationary conditions, overcoming the limi- e e e pon sl
tations of prior work, such as AAU [11], ADCIL [12], and AC po— -
. = primary controller |~
STREAM++DD [13] . Some methods such as Thresholding g T AC . D rrr—
. S . £ .
IL [14] and SurpriseNET [15] lack built-in responsiveness to “% ; 9‘2 : : .bi‘-if;‘éf&2°§1i$if;‘i;;%tl?;:ﬁ,‘,‘;
concept drift. ML-A2D supports real-time detection of concept £ 2 BN 'gac g | | - modulaton:
drift using an adaptive window-based mechanism, allowing the § AC L
model to rapidly identify and adapt to changing data patterns. = [ AC __| mierosecond-scale
In addition, many existing solutions, such as OMLoG [17], rely L M “ac 1 primary controller
on static datasets and lack integration with realistic, dynamic
data streams. In contrast, ML-A2D operates directly on SST
data streams, achieving superior detection performance (~ 96%) .
with minimal computational overhead and an average prediction _—
latency of ~0.07 ms, outperforming recent data-stream-based
models, such as A-ADC [18], SC-STVAE [19], and IFDA-
GPC [20]. Collectively, these innovations allow ML-A2D to
significantly enhance the state-of-the-art in terms of adaptability
to evolving threats, real-time learning speed, and accuracy,
making it especially suitable for deployment in dynamic SST
environments. Fig. 1. TIllustration of the 3 — ¢ SST with power and control architecture,

III. SST CONTROL ARCHITECTURE AND CYBERSECURITY
RISKS

A. Overview of SST Architecture

Fig. 1 illustrates the control architecture of an SST system,
where SST modules functioning as ac/ac converters [27] are
interconnected to enable scalable voltage and power output. The
control mechanism supports operational needs such as output
voltage regulation, load sharing, voltage balancing, and transient
response optimization. A microcontroller-based primary con-
troller processes data from the power stages and issues switching
commands, supported by a signal conditioning board for real-
time feedback. Feedback corruption impacts the physical layer,
while communication channels relay operational statuses to the
secondary control layer, which manages SST phase module op-
erations, ensuring balanced power and voltage distribution while

featuring direct ac/ac converter modules and three integrated control layers, as
implemented in the experimental hardware setup detailed in [27].

adhering to high-level supervisory commands from the tertiary
controller. These hierarchical control layers operate on distinct
time scales due to variations in control bandwidth, communica-
tionrates, and computational demands. For example, the primary
control layer operates at high frequencies for rapid switching,
while the secondary/tertiary controller processes large data vol-
umes at lower update rates. According to IEC 61850-5, the
maximum transfer time for network transmission and message
handling, encompassing alarms and configuration data from the
tertiary control layers within a substation, is 500 ms [16]. This
time allocation allows for a comprehensive assessment of system
integrity without overloading the local controllers’ processors.
Allocated in the tertiary control layer, the ML-based ADS is
crucial in maintaining the cybersecurity of SSPS.
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Fig.2. Comparison of EM-SNIimpact on SST performance, where (a) impact
on SST output RMS Voltage (p.u.) based on a unitary gain of 100-V operation,
and (b) impact on SST input PF ratio (primary to secondary) under rated power
conditions.

In steady state, the SST based on the differential-mode active-
clamp Cuk -derived ac/ac topology operates with a fixed phase-
shift angle and balanced resonant power exchange between the
input and output sides. The high-frequency isolation stage—
comprising a resonant tank with inductance L,, capacitance
C,, and a transformer—facilitates sinusoidal energy transfer
governed by the phase displacement Ay between the primary
and secondary inverter legs. The steady-state output power p, is
mathematically represented as a function of circuit parameters
and switching characteristics [27], [29].

SVinUo sin (_AMQJTTS ) (ers > "
Do = i - cos
° Zwo, Ty sin (25 (1 Ar)) 1
where 7, = ,/éﬂ is the resonant impedance and w,. = —\/LlT is

the resonant angular frequency. The steady-state output voltage
can be derived from this power expression using the known load
resistance. This model encapsulates the nonlinear relationship
between power transfer and phase-shift modulation, forming the
basis for voltage regulation and power control under standard
operating conditions.

B. Cybersecurity Challenges in SST Systems

SST systems are vulnerable to various cyber-physical attacks,
where adversaries can manipulate control feedback data or dis-
rupt communication channels. EM-SNI attacks can exploit ana-
log signal vulnerabilities in SSTs by injecting megahertz-range
high-frequency noise. Fig. 2 shows the impacts of EM-SNI on
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the performance of the SST, showing dynamic variations in the
overall system performance when considering different radiated
high-frequency noise scenarios. In Fig. 2(a), SNI impacts the
SST output rms voltage, which remains stable at 1.0 p.u. under
normal conditions but fluctuates between 1.04 and 1.09 p.u.
under attack, compromising voltage stability and power quality.
Similarly, Fig. 2(b) shows that while the input-to-output PF ratio
is normally 0.996 p.u., SNI induces irregular PF variations,
disrupting harmonic balance and phase alignment across SST
modules.

IV. PROPOSED ML-BASED ADAPTIVE ANOMALY DETECTION
FOR SST

The proposed ML-A2D framework for detecting cyber-
physical attacks on SST is depicted in Fig. 3. The proposed
method employs two ML models in a semisupervised learn-
ing approach (one-class support vector machine (OCSVM) for
unsupervised learning and Hoeffding adaptive tree classifier
(HATC) for supervised online learning). Both models work in a
pipeline combination, to improve the detection of new, unseen
cyberattacks in real time. The ML-A2D is structured into the
following three systematic stages:

1) Offline batch training: Initially, the system undergoes
offline training using an SST-specific dataset generated
from a real-time hardware-in-the-loop (HIL) SST testbed.

2) Pipeline combination: The trained models are then serial-
ized as binary files and integrated into an ML pipeline.

3) Online incremental learning: The incoming SST data are
provided to both ML models.

OCSVM employs a self-adaptive labeling approach to gener-
ate a pseudolabel, which is appended to the data and provided to
the HATC for final prediction. A learning condition compares
the pseudolabel with HATC prediction. If the condition is met,
the HATC model is retrained on the data sample.

A. Offline Batch Training

The first step involves the selection of compatible unsuper-
vised and supervised ML models for the ML-A2D framework.
Given the stringent constraints of real-time operation and hard-
ware deployment, ML classifiers were chosen over deep learning
models for the proposed ML-A2D. The SST system requires
submillisecond detection latency to ensure timely mitigation of
feedback-loop disturbances. Classical ML models (e.g., SVM
and Decision Trees) provide reliable, low-latency inference
suitable for microcontroller-based devices with limited compu-
tational resources. These considerations make ML a practical
and effective choice for the real-time ML-A2D framework. The
selected models are then trained for binary classification using
generated SST datasets that reflect realistic system operating
conditions, including normal operations, transient disturbances,
and simulated cyber-physical attacks. The following perfor-
mance metrics have been evaluated to validate model selec-
tion [16]:

1) Accuracy (percentage of correct classifications);

2) Precision (percentage of actual attacks from the overall

predicted attacks);
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Fig. 3. Proposed real-time ML-A2D framework for SST—encompassing semisupervised training and online ML.
TABLE II
OFFLINE EVALUATION OF ML CLASSIFIERS
ML Model Accuracy Precision Recall F1-Score
Unsupervised Learning

OCSVM 97.88 96.99 99.34 98.15

AE 97.29 96.27 99.06 97.64

KNN 95.54 93.99 98.41 95.15

IF 67.85 92.46 46.97 62.30
Supervised Incremental Learning

HTC 98.22 98.13 98.27 98.20

HATC 99.27 99.20 99.33 99.26

3) Recall (percentage of total attacks that the model de-

tected);

4) FI-Score (harmonic mean of Precision and Recall).

1) Selection and Training of Unsupervised Learning Model:
For unsupervised learning, the following models were evaluated
offline using the SST datasets—OCSVM, isolation forest (IF),
K-nearest neighbors (KNN), and autoencoder (AE). Since this
step involves unsupervised learning, the ML models are trained
solely on the normal (benign) data from the SST dataset—
without requiring any labels—and subsequently, evaluated using
unseen normal and anomalous data. As shown in Table II,
OCSVM achieved the highest attack detection rate (99.34%),
followed by AE (99.06%), KNN (98.41%), and IF (46.97%).
The confusion matrix for the OCSVM classifier is presented
in Fig. 4. As shown, the model achieves a low FPR of 4.01%
and a false negative rate (FNR) of 0.66%, indicating strong
performance. Such a balance—minimizing both false alarms and
missed detections—is critical for the accuracy and reliability of
ML-based ADS models.

Based on the results, OCSVM was selected for real-time
implementation. It is designed to identify anomalies by distin-
guishing normal data points from outliers by mapping data to a
higher dimensional feature space using a kernel function to find

(a)

Normal

True Label

26595

Attack

Normal Attack
Predicted Label

(b)

Fig.4. Confusion matrices for offline training and testing of ML-A2D models
using SST dataset. (a) OCSVM Confusion Matrix. (b) HATC Confusion Matrix.

a decision function f(x). This function defines the hyperplane
boundary, where points outside are classified as anomalies [30].
OCSVM solves the following optimization problem:

S T e
1 ~ N a- 2
J)r}olrilq 2||w|| * vn ;5 r e
subjectto (w - ¢(z;)) > p —&;,
&E>0, i=1,2,...,n (2b)
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TABLE III
OCSVM HYPERPARAMETERS

Hyperparameter  Range of Values Tested Selected Value
Kernel [“linear,” “rbf,” “poly”] “rbf”’
v [0.1, 0.3, 0.5, 0.7] 0.1
¥ [“scale,” “auto”] “auto”
Tolerance [1e-3, le-4, le-5] le-4
,» 4000 Anomaly (< 0) :
% Normal (> 0) 1
E 30004 — = Decision Boundary (0) :
= 1
a 1
wn
“S 2000 I
- I
Q 1
=
1) 1
2 1000 A 1
=4 |
= I
04— . : ; . !
—500 —400 —300 —200 —100 0
OCSVM Decision Function Value
Fig. 5. OCSVM decision boundary showing classification of normal and

anomalous data.

where w — weight vector of the hyperplane, p — bias term
defining distance from origin to hyperplane, £, — slack vari-
ables to allow for some points to lie within the margin, v —
parameter controlling the trade-off between number of outliers
and regularization term, and ¢(z;) — mapping as a function of
the input data x; to a higher dimensional feature space. After
solving the optimization problem, the decision function f(x) is
given by

f(@) = (w-o(xi)) — p. 3)

A point z is classified as normal if f(x) > 0, else, an anomaly
if f(x) <0.

We use the OneClassSVM implementation from scikit-
learn [31], which internally leverages LIBSVM library for SVM
optimization. LIBSVM employs a sequential minimal optimiza-
tion (SMO) algorithm to efficiently solve the objective func-
tion [32]. This approach decomposes the problem into smaller
subproblems by optimizing pairs of Lagrange multipliers while
maintaining the Karush—-Kuhn—Tucker conditions. As shown in
Table III, our model was trained exclusively on normal SST
data using an RBF kernel with v = “auto” to automatically
scale the feature space. After training, the decision function
assigns a score to each data point based on its signed distance
from the boundary—positive for normal points and negative for
anomalies. Fig. 5 illustrates the distribution of these scores. A
dense cluster near the boundary (0) indicates that most normal
SST measurements lie close to the margin, while a negative
tail captures high-deviation support vectors. The red dashed
line marks the decision threshold at 0. Notably, 50.04% of the
training samples are support vectors, highlighting the quasi-
periodic and noisy nature of SST signals and confirming that

1845

the SMO-based optimization converged to a well-generalized
boundary.

2) Selection and Training of Supervised Incremental Model:
For supervised learning, an Hoeffding tree (HT)-based ML
classifier is considered, which is an incremental decision tree
algorithm designed for streaming data environments. It uses the
Hoeffding bound to make reliable split decisions from limited
observations, enabling the model to learn and update incremen-
tally in real time, making it ideal for adaptive anomaly detection.
Two HT-based learning models were evaluated offline using
the SST datasets—one with an adaptive windowing technique
(HATC) and one without (HTC). As shown in Table II, the HATC
was selected based on higher attack detection rate (99.33%),
compared to HTC (98.27%). From Fig. 4, it can also be observed
that HATC achieved very low FPR (0.27%) and FNR (1.08%).

HATC is a supervised learning algorithm that processes data
online, adapting to changes in data distribution by incrementally
splitting nodes based on observed patterns [33]. The key princi-
ple behind HATC is the Hoeffding bound, (¢), which guarantees
with a high probability that the best attribute chosen for splitting
is approximately the same as it would be if the entire data
distribution were known. Given a random variable with a range
R, after observing NV independent samples, the Hoeffding bound

is defined as
B R21In(1/4)
Vv @

where R — range of attribute values, § — desired confidence
level, and N — number of samples observed at the current node.
The HATC monitors the incoming data stream and calculates the
Gini index for each attribute. When the difference between the
best and second-best attributes exceeds e, the tree splits at that
node using the best attribute. Gini index is calculated as

Gini(T) =1- Y p} ®
=1

where C' — total classes in the dataset, and p; — probability of
an instance being classified as class ¢ within the set 7". Once a
node split occurs, the HATC is updated incrementally and as the
tree grows, it learns the new patterns in the data.

To validate the Hoeffding bound’s role in the HATC model, we
analyzed its incremental learning behavior on the SST dataset.
The bound ensures a feature is chosen for splitting only when its
Gini gain significantly exceeds alternatives with high confidence
(1 — ). As shown in Table IV, we set § = le 7 and grace
period = 200 to balance early adaptivity with stability
in the quasi-periodic SST data. Fig. 6 shows model accuracy
and cumulative splits over time. HATC maintains near-perfect
accuracy for the first 8 000 samples, dips to ~298.25% as new
patterns emerge, and then recovers to 99.27% as it stabilizes at 37
splits (Max Tree Size = 50). This confirms that HATC
expands only when statistically warranted, ensuring efficient and
accurate learning under streaming conditions.

3) Offline Training Setup: The datasets were split into train-
ing (70%) and testing (30%) sets. This ratio helps to ensure
model generalization and reduce overfitting. Python libraries
Scikit-Learn, NumPy, Pandas, Keras, TensorFlow 2.0, and River
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TABLE IV
HATC HYPERPARAMETERS
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TABLE V
LEARNING CONDITIONS FOR THE HATC ALGORITHM

OCSVM Prediction HATC Prediction HATC Learning Behavior

Hyperparameter Range of Values Tested Selected Value
Grace Period [100, 200, 300] 200
1) [1e-7, le-6, 1le-5] le-7
T [0.01, 0.05, 0.1] 0.05

2 o

[“gini,” “info_gain”]

[200, 300, 400] 300

Split Criterion
Drift Window Threshold

“gini”

Drift Detector [“ADWIN,” “DDM”] “ADWIN”
Switch Significance [0.01, 0.05, 0.1] 0.05
Min Branch Fraction [0.01, 0.05, 0.1] 0.01
Max Share to Split [0.9, 0.95, 0.99] 0.99
Max Size [10, 30, 50, 70, 90] 50
1.0000 40
—
0.9975 ¥ 3
f k30
0.9950 a8
252
3 0.9925 1 f
] 205
3 0.9900 2
2 J bisg
=
0.9875 L0 2
0.9850
—e— Prediction Accuracy Over Time M3
0.9825 —® - Cumulative Number of Splits in HATC Tree |
0 10000 20000 30000 40000

Number of Samples Seen from the SST Dataset

Fig. 6. HATC prediction accuracy (gray) and Hoeffding-bound-guided split
growth (dark red) during training on SST dataset. Accuracy stabilizes as confi-
dent splits accumulate, confirming HATC’s adaptive learning behavior.

were used for ML training/testing. The hyperparameters, pro-
vided in Tables III and IV, were fine-tuned through a 30-cycle,
tenfold GridSearch cross validation. The ML algorithms were
trained on an Ubuntu 22.04.03 LTS 64-bit system with an Intel
Xeon Gold 5120 CPU, 2.20-GHz processor (6-core CPU), and
32-GB RAM.

B. Pipeline Combination

The OCSVM and HATC algorithms are implemented in a
pipeline configuration [34], where the OCSVM output informs
the HATC input. The OCSVM processes each incoming SST
measurement and assigns it a pseudolabel: 0 (normal) if it aligns
with the learned normal behavior or 1 (anomalous) if it deviates.
This pseudolabel serves as an initial classification of the SST
data based on OCSVM’s unsupervised learning. The OCSVM
pseudolabel and the original data sample are then passed to
the HATC that uses this pseudolabel to assist in making a final
classification. Since HATC is a supervised model, it refines its
decision and produces the final classification (0 or 1) for the data
point, using both the pseudolabel and the patterns learned from
labeled data during training. To enable dynamic pseudolabeling
across diverse and evolving attack types, ML-A2D adaptively
adjusts OCSVM’s threshold margin using a rolling statistical
confidence threshold (73)

T = pe + Aoy (6)

0 0 No Learning

0 1 Learn to Predict 1
1 0 Learn to Predict 1
1 1

No Learning

where 7, — dynamic confidence threshold, p;, 0y — rolling
mean and standard deviation of OCSVM decision scores over
a fixed-size window, and A — tunable parameter control-
ling precision-recall tradeoff. Since OCSVM operates without
ground-truth labels, its pseudolabels may be noisy. To refine
them, HATC (trained on limited labeled attack data) updates its
structure only when OCSVM confidence exceeds 7, filtering
low-confidence labels. We measure pseudolabel precision as
the match rate between OCSVM pseudolabels and final HATC
predictions, which consistently exceeds 90%. This confirms
the reliability of OCSVM-generated pseudolabels. Unlike tra-
ditional incremental learning, where HATC updates on every
incoming data, our pipeline limits updates, reducing memory
usage while preserving accuracy and enabling effective semisu-
pervised learning.

C. Online Learning-Based ADS

In the online learning phase, the ML-A2D system is de-
signed to adapt to new data as it arrives, enabling it to identify
unseen EM-SNI attacks at different centered frequencies and
low-frequency aliases. The HATC employs selective learning
based on the conditions shown in Table V, where the model is
updated only when there is a disagreement between its prediction
and the OCSVM’s prediction. When both models predict O or
1, no learning is necessary as consistency between the mod-
els reinforces confidence in the classification. When OCSVM
predicts 0, and HATC predicts 1, or vice versa, it is crucial to
update the HATC model because the disagreement indicates the
possibility of misclassification or an emerging attack pattern. In
such cases, prioritizing updates ensures the system’s adaptability
to novel threats while maintaining a balance between false
positives (FPs) and false negatives (FNs). FNs, where actual
anomalies are missed, pose a more significant risk in critical
applications than FPs, as they can lead to undetected attacks with
potentially severe consequences. By updating the HATC when
either model predicts an anomaly, the system takes a cautious
approach, favoring the detection of unseen attack patterns over
the risk of incorporating noise. This selective learning prevents
unnecessary updates and ensures that the model’s memory uti-
lization is within acceptable limits. In addition, the HATC uses
ADWIN to identify shifts in the data distribution and updates its
model accordingly.

1) Handling of Concept Drift: A key challenge for incre-
mental learning algorithms is concept drift, where the statistical
properties of the data change over time. In this context, concept
drift occurs due to the introduction of new EM-SNI attack
frequencies that the model has not seen before, even though
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the overall attack type remains the same. To address concept
drift, the HATC uses ADaptive WINdowing (ADWIN), a change
detection algorithm that dynamically adjusts the model as new
data arrives [35]. The ADWIN algorithm detects concept drift in
data streams by maintaining a dynamically sized sliding window
of recent data. It splits the window into two subwindows (older
and newer portions) and continuously compares their means. If
the difference between the means exceeds a threshold, computed
using the Hoeffding bound (€), concept drift is detected, and the
older portion of the window is removed. This ensures that the
model adapts to new data while discarding outdated patterns,
enabling efficient and real-time updates to handle changes in
the data distribution.

V. EXPERIMENTAL SETUP AND DATASET GENERATION
A. SST HIL Testbed Setup

The experimental SST setup, shown in Fig. 7, utilized for
the validation of the proposed ML-A2D entails a direct-power-
conversion ac/ac, single-phase low-power scale power converter
topology interconnected with a grid simulator at the SST primary
side, and a resistive load bank, which serves as the power
drain mechanism on the SST’s secondary side. Data acquisition
occurs via a power analyzer (PA) connected to the Host-PC
through a Serial-USB interface using the VISA standard, with
real-time updates feeding the ML-A2D models. Communication
between the Host-PC and the OPAL-RT simulation platform via
TCP/UDP enables data and prediction exchange. Acting as a
supervisory controller, OPAL-RT issues commands to the SST’s
secondary control layer and provides real-time visualization.

B. Generation of SST Dataset

1) EM-SNI Attack Vector: The SST testbed is utilized to
implement attack conditions in the form of EM-SNI and generate
SST-specific datasets to train the ML-A2D models. Based on

3. Grid
Simulator

4. Resistive

e SST Control Board

0 SST Power Stage Board

° TBS2000B Oscilloscope

AFG1000 Arbitrary/Function
Generator

@ ENI 550L RF Power Amplifier

TMS320F28388D Digital Signal
Processing unit

SST HIL experimental setup for the generation of SST datasets and real-time validation of the proposed ML-A2D.

the findings in [4], it was empirically observed that certain
high-frequency injections near the 60 MHz bandwidth limit
of the SST setup—specifically at 48.5, 49.9, 50.1, 51.1, and
51.2 MHz—produced dominant aliasing artifacts in the SST’s
low-frequency feedback spectrum. These frequencies, identi-
fied via FFT heatmap visualizations, consistently induced sub-
and superharmonic distortions around the SST’s 60-Hz fun-
damental operation, leading to control instability. Based on
this prior work, these frequencies were selected as EM-SNI
attack vectors for the ML-A2D evaluation. To simulate EM-
SNI attacks, the function generator (see Fig. 7) emitted RF
sinusoidal noise, amplified to target power levels [16], and
coupled into the SST’s digital feedback path. SST datasets
were generated using centered frequencies of 51.1 MHz + A,
producing aliasing effects at 100, 300, and 600 Hz that caused
voltage deviations exceeding 5% of the rated value. EM-SNI
signals with ~230 mV peak-to-peak amplitude were injected at
random intervals. Frequencies at 48.5,49.9, 50.1, and 51.2 MHz
were reserved for real-time testing to emulate unseen attack
conditions.

2) Data Processing and Balancing: The PA in Fig. 7 is used
to record SST measurements, such as rms voltage, rms current,
active power, apparent power, and power factor, over multi-
ple simulations at 500 ms intervals. The dataset includes both
normal (nominal and transient) and EM-SNI attack conditions
reflecting various low-frequency aliasing effects. The dataset
is inherently imbalanced—normal class instances significantly
outnumber attack samples. Such class imbalance can bias the
models toward the majority class, leading to overfitting and
reduced accuracy. To address this, we adopted the balancing
strategy from [16] using synthetic minority oversampling tech-
nique and random undersampling to generate high-quality syn-
thetic samples, thereby balancing the dataset. Since the ML-A2D
models are implemented for binary classification, in the final
dataset, normal operations are labeled as Class 0, and all attack
conditions are grouped under Class 1.
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TABLE VI
PERFORMANCE EVALUATION ON SST DATA STREAM

Test Case Samples/Class Predictions/Class ~ Cumulative Accuracy

Normal = 22 Correct = 21
100 Hz noise alias = 27 Correct = 26

100 samples 300 Hz noise alias = 31 Correct = 30 ~ 96%
600 Hz noise alias = 20 Correct = 17
Normal = 124 Correct = 121
100 Hz noise alias = 130 Correct = 120

500 samples 300 Hz noise alias = 133 Correct = 127 ~ 94%
600 Hz noise alias = 113 Correct = 101
Normal = 293 Correct = 289

1000 samples 100 Hz no%se al?as =237 Correct = 217 ~ 94%
300 Hz noise alias = 212 Correct = 196

600 Hz noise alias = 258 Correct = 229

VI. EXPERIMENTAL EVALUATION

The experimental evaluation results delineated herein demon-
strate the proposed ML-A2D’s operational efficacy and compu-
tational performance. As online learning requires adynamic flow
of data, the evaluation is divided into two parts: one focusing on
performance assessment using a simulated data stream and the
other evaluating the ML-A2D in a real-time SST environment.
The primary performance metrics considered for evaluation
are: detection accuracy, real-time detection latency, and HATC
memory consumption.

A. Performance Evaluation on an SST Data Stream

To evaluate the performance, a data stream is generated using
a custom Python script that mimics the SST PA’s data collection
process within the real-time HIL testbed setup. Using the SST
dataset (D), discussed in Section V, as a baseline, the feature
space (f) is fit into a normal distribution () for each class
(C). New synthetic data points (x ¢) are generated by randomly
sampling from these distributions and streamed at a time step
of 60 ms, consistent with the PA update rate. The 300-Hz
noise samples were excluded from training and reserved only
for testing to evaluate the model’s ability to learn and adapt
to previously unseen attack samples. The complete process is
illustrated in Algorithm 1.

The ML-A2D was evaluated using three test cases with data
stream sample sizes of 100, 500, and 1000 to assess its cumu-
lative accuracy over time and demonstrate its online learning
capability, as shown in Table VI. The model achieved an overall
accuracy of ~96% for the 100-sample test case and ~94% for
both 500- and 1000-sample test cases. This slight reduction
in accuracy for the larger test cases can be attributed to the
introduction of a greater proportion of previously unseen or
untrained samples, such as 300-Hz noise aliases. As the number
of such out-of-distribution samples increases, the model initially
struggles to classify them correctly, which is reflected in the
accuracy dip. A detailed examination of the 300-Hz noise in-
terference samples, which were excluded from offline training,
reveals this behavior. As shown in Fig. 9 for 500 sample test
case, when the 300-Hz samples first appear (highlighted by
the red dot), the model experiences misclassifications due to
a lack of prior exposure, resulting in an initial drop in accuracy
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Fig. 9. ML-A2D performance on a 500-sample data stream.

from 100% to 84%. This performance degradation (or error)
stems from multiple factors associated with the HATC model
characteristics, which are as follows:

1) the data features of the 300-Hz samples exhibit aliasing
patterns unfamiliar to the HATC model;

2) the statistical constraints of the Hoeffding bound (dis-
cussed in Section IV) delay HATC model update until
sufficient evidence accumulates for a split;

3) HATC prioritizes low FP splitting, therefore, it may re-
spond slowly to new data unless they appear frequently.

As more instances of the 300-, 100-, and 600-Hz noise in-

terference attacks are seen, the model refines its internal rep-
resentation and improves classification, culminating in a final
cumulative accuracy of 94%. Similar behavior is observed for
the 100 and 1000 sample test cases, underscoring ML-A2D’s
robustness and adaptability to evolving conditions in dynamic
SST environments. Furthermore, Fig. 8 illustrates the memory
growth of the HATC model across the three data stream ex-
periments. Starting from an initial size of 341 kB, the model’s
memory usage increased as it adapted to new data, reaching
373.7 kB (=9.6% increase) for 100 samples and 406.9 kB
(=19.3%) for both 500 and 1000 samples. This indicates that
most structural growth in the decision tree occurs early during
exposure to novel patterns, after which the model stabilizes,
maintaining efficiency while supporting online learning.

B. Performance Evaluation on Real-Time SST Hardware

The pretrained ML-A2D models were serialized using
Python’s Pickle Library, deployed in the SST testbed, and were
evaluated under changing alias frequencies in real time. The
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Algorithm 1: SST Data Stream Generation.
Preprocessing:
1) Load dataset D
2) Group data by feature f and class C
3) Calculate meany.. = 15 S Pp,

4) Calculate stdy . = \/ﬁ Zlgjl(Di,f — meany )2

5) Store feature statistics for each class label ¢
Data Generation:
6)For: =1 — ndo:
¢ Randomly select a target class ¢ from C'
* Generate data point x for feature f
ez ~ N(meany,stdy )
7) Append class label ¢ to generated data x ¢
8) Add delay ¢ milliseconds
9) Add z to data stream S
10) return S

models are trained on 100, 300, and 600-Hz noise aliases only.
The evaluation involves sequential and random noise injection
scenarios designed to replicate a wide range of control feed-
back interferences impacting the low-frequency performance of
an SST. The attack parameters include five centered EM-SNI
frequencies: 48.5, 49.9, 50.1, 51.1, and 51.2 MHz, and two
frequency sweeping phases with 0 Hz—1 kHz noise aliases.
The first phase involves gradually increasing or decreasing
the noise interference (sequential sweeping) from 0 Hz to 1 kHz,
and vice versa, at a rate of 10-Hz/s in a controlled manner. The
influence of sequential sweeping on the rms voltage performance
of the SST and the ML-A2D prediction accuracy is illustrated in
Fig. 10. The results reveal consistently high prediction accuracy
and low latency across all sequentially injected EM-SNI attack
frequencies. For both sweeping-up and sweeping-down scenar-
ios, the accuracy remains between 96% and 97% (97.41% for
sweep up and 96.64% for sweep down). Minor misclassifications
(FNs) were observed in the lower alias ranges (0—-100Hz) due
to the attack signatures manifesting a chaotic behavior on low-
frequency noise aliases, particularly below 60 Hz. The average
ADS latency remains remarkably low, ranging from 0.064 to
0.078 ms, ensuring real-time anomaly detection, as illustrated
in Fig. 11. The second phase simulates a real-world adversary
injecting random frequencies to disrupt SST operations, testing
ML-A2D under unpredictable attack conditions. Using data
from the sequential noise injection scenario, a combined dataset
is generated, with randomly selected frequencies, aliases, and
PA measurements streamed via a custom Python script to the
ML-A2D models. Two simultaneous threads were executed: one
simulating a data stream at varying sampling rates (600 to 0.001
ms) and another running ML-A2D at a fixed 0.07 ms latency
(matching real-time SST hardware performance). Each 10-s
scenario recorded the total, detected, and dropped packets, along
with detection accuracy. The results in Fig. 12 show that at higher
sweeping thread latencies (600 ms, 60 ms, 10 ms), the system
achieved 100% detection accuracy with no dropped packets. As
latency decreased (0.09 ms, 0.07 ms, 0.05 ms), dropped packets
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increased, lowering accuracy to 87.92%, 82.20%, and 81.19%,
respectively. At lower latencies (0.03 ms, 0.001 ms), dropped
packets increased, further reducing accuracy to 79.97% and
79.44%. This highlights the tradeoffs between sampling rate,
detection accuracy, and system performance in ML-A2D. At
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lower sampling rates, ML-A2D processes all packets with high
accuracy, but as the rate surpasses prediction latency, dropped
packets increase, reducing accuracy due to the SST hardware’s
computational limits, underscoring the need to balance sampling
rate and processing speed for optimal ML-A2D performance.
To evaluate the end-to-end system latency of ML-A2D, ran-
dom, finite-duration burst SNI attacks were introduced to assess
the model’s response and recovery time. As shown in Fig. 13, the
ML-A2D models successfully detected two attack bursts with
a response latency of approximately At = =139 ms and At =
/2135 ms, respectively (equivalent to two to three update cycles
of the PA). Once the interference ceased, the system returned to
a low-confidence state in about ~ 87 ms. The shaded regions in
Fig. 13 shows the classification outcomes: True positives (TP)
are shown in dark gray where attacks were correctly flagged dur-
ing the active SNI periods; true negatives (TN) appear in white,
representing attack-free intervals with no false alarms; FPs are
shown in medium gray, corresponding to brief periods where
alarms were triggered without an actual attack; and FNs appear
in light gray where active attacks occurred but were missed. The
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previously discussed results demonstrate the ML-A2D model’s
effectiveness in identifying patterns beyond normal conditions
and adapting to both trained and novel attacks in a real-time
closed-loop setup.

VII. CONCLUSION

In data-driven ADS, establishing a comprehensive mapping
of potential impacts across diverse attack scenarios is crucial,
yet anticipating all possible cyberattacks on SST-based SSPS
is an insurmountable challenge. Training ADS to handle a
wide range of attack vectors adds to this complexity and un-
derscores the need for an online learning approach to effec-
tively detect and adapt to unforeseen intrusions. This article
introduced ML-A2D, a semisupervised, online learning-based
ADS designed specifically for real-time anomaly detection in
SST-based systems. By targeting low-frequency aliasing effects,
the framework exploits a critical vulnerability wherein aliased
components, folded from high-frequency interference into the
baseband, fall within the SST’s active control bandwidth—
making them indistinguishable from legitimate signals, and thus,
capable of disrupting voltage regulation. The proposed method
addresses key limitations of existing online ADS approaches
by enabling adaptive learning through a hybrid pipeline of
OCSVM and HATC, effectively reducing reliance on extensive
labeled datasets while enhancing detection of evolving EM-
SNI attack signatures. Experimental validation using both data
streams and real-time SST testbed scenarios demonstrated that
ML-A2D achieves over 96% accuracy with ~0.07 ms detec-
tion latency, outperforming state-of-the-art models in adapt-
ability, precision, and real-time applicability. The framework
demonstrated robustness against unseen low-frequency aliasing,
showcasing strong generalization, while its use of dynamic
pseudolabels and adaptive windowing enables effective con-
cept drift detection, essential for future cyber-physical power
systems.

Future work involves the following:

1) extending the ML-A2D for multiclass classification, in-
corporating more diverse attack scenarios and fault con-
ditions;

2) implementing ML-A2D for detection of more complex
and diverse attack profiles, such as time-varying aliases or
coordinated multitone injections;

3) development of anomaly mitigation systems to further
bolster its resilience against evolving threats.
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